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Abstract
This paper investigates risk-aware task allocation for heterogeneousmulti-UAV systems un-
der coupled communication, time-window, workload, spatial-risk, payload, and endurance
constraints. Existing formulations may exclude useful traversable routes or underestimate
executable service by treating hazardous regions as hard barriers or using all-or-nothing
feasibility evaluation. To address these limitations, a risk-aware improved Grey Wolf Op-
timizer (RA-IGWO) is developed within a partial-completion framework. Risk-prone and
communication-degraded regions are modeled as traversable soft-cost areas, while phys-
ical obstacles are explicitly penalized and additionally examined under hard-obstacle en-
forcement. RA-IGWO integrates capacity-aware initialization, opposition-based learning,
decoded-space local refinement, and accept-only-improvedpopulation updates. Thequadratic
schedule is retained only as an exploration policy rather than an independently beneficial
component. All algorithms are evaluated under the same global number of fitness evalu-
ations budget, with every candidate evaluation counted toward that budget. Experiments
on independently generated instances show that RA-IGWO achieves lower objective val-
ues than five population-based baselines and remains competitive with a recent discrete
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adaptive large neighborhood search benchmark method. Robustness analyses show that
the conclusions are not tied to a single decoder, obstacle treatment, or objective setting.

1. INTRODUCTION

Unmanned aerial vehicle (UAV) swarms are increasingly used in large-scale reconnaissance, medical-supply
delivery, environmental monitoring, and post-disaster response [1,2]. Compared with homogeneous fleets, het-
erogeneous UAV fleets combine different cruise speeds, payload capacities, and endurance limits, thereby sup-
porting broader coverage and diverse payload requirements. These advantages depend on a central decision
problem: allocating spatially distributed tasks to available UAVs while satisfying physical and operational con-
straints. Multi-UAV task allocation (MUTA) is NP-hard, and its solution complexity grows rapidly with the
numbers of tasks and UAVs [3,4].

Existing MUTA methods can be broadly grouped into three paradigms. Centralized exact methods, including
mixed-integer programming formulations, can provide optimal solutions for small instances, but their computa-
tional burden increases rapidly with problem size and limits their use in time-sensitive missions. The consensus-
based bundle algorithm is representative of decentralized market and consensus methods. During bundle con-
struction, agents select tasks independently according to local marginal gains; during consensus, conflicts are
resolved through asynchronous exchange of winner lists and timestamps without a central computing node [5,6].
Recent extensions have considered heterogeneous swarms with task-coupling constraints [7,8] and dynamic real-
location under emergent task changes [8]. Although these methods are scalable and robust, their solution quality
depends strongly on bidding and scoring rules, and degraded communication can reduce coordination quality.

Swarm intelligence and evolutionary metaheuristics provide another approach to task allocation, including ge-
netic algorithms [9,10], particle swarm optimization (PSO) [11], differential evolution [12], ant colony optimization
(ACO) [13], and artificial bee colony (ABC) optimization [14]. These methods do not require gradient informa-
tion and can accommodate mixed discrete and continuous structures through suitable encoding and decoding.
Recent examples include multi-objective ACO for heterogeneous UAV task allocation [15] and reinforcement-
learning-enhanced ABC for cooperative unmanned-helicopter scheduling [16]. The no-free-lunch theorem im-
plies that nometaheuristic dominates across all problem classes [17], motivating algorithms that exploit the struc-
ture of a particular task domain. Recent studies have increasingly considered the coupling of UAV decision-
making with communication, energy, and low-altitude obstacle constraints. For example, secure aerial commu-
nication in low-altitude intelligent networks with mixed obstacles has been investigated in [18], while joint task
allocation and power optimization has been formulated as an overlapping coalition-formation problem in [19].
Furthermore, adaptive operator selection using a dueling deep Q-network has been studied in evolutionary op-
timization [20]. These studies advance communication optimization, decision frameworks, or adaptive operator
selection, but do not explicitly address the coupled effects of risk exposure, capacity-limited execution, and
many-to-one decoded allocation structures in risk-aware MUTA.

The Grey Wolf Optimizer (GWO) [21] has received substantial attention because of its simple control structure
and multi-leader search mechanism. Its compact formulation facilitates hybridization [22] and has supported
applications in multi-robot search and exploration [23]. However, standard GWO may converge prematurely in
rugged and strongly constrained search spaces. Therefore, several GWO variants have been developed to im-
prove convergence and population diversity in complex engineering optimization problems [24,25,26]. In MUTA,
this challenge is intensified by discrete decoding boundaries and the interaction among capacity-related service
loss, route exposure, and task-omission penalties. Existing variants introduce mechanisms such as Lévy flight
perturbation [27], chaotic initialization [25,28], opposition-based learning (OBL) [29,30], dimension-learning-based
hunting [24], PSO-GWOhybridization [31,32], andGWO–symbiotic organisms search hybridization forUAVpath
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planning [33]. Most of these improvements target general continuous optimization and primarily modify search
operators or population diversity. Risk-aware MUTA additionally requires mechanisms that account for dis-
crete decoding, capacity-limited service, and allocation-level interactions.

Many existing MUTA studies adopt an all-or-nothing feasibility rule, under which a route is considered infea-
sible once its payload or endurance limit is exceeded. This treatment can over-penalize marginal violations
because tasks completed before the first violation may remain physically executable. The present study instead
evaluates the feasible prefix of each decoded route. A second methodological issue concerns computational fair-
ness. Metaheuristics with embedded local search or auxiliary candidate generation may consume more fitness
evaluations than conventional population updates. Comparisons based only on an equal number of generations
can therefore provide such methods with a larger effective evaluation budget. To avoid this bias, all algorithms
terminate under the same global number of fitness evaluation (NFE) budget.

The above analysis reveals three coupled difficulties in risk-aware MUTA. First, continuous metaheuristic up-
dates can become ineffective after many-to-one integer decoding. Second, payload- and endurance-limited
execution makes solution quality depend not only on task ownership but also on how partial service is evalu-
ated. Third, risk and communication exposure must be balanced against task completion. These characteristics
motivate an integrated design in which global exploration, structured initialization, decoded-space refinement,
and risk-aware partial-completion evaluation address different but interacting aspects of the same allocation
problem.

Based on the above analysis, this paper develops risk-aware improved Grey Wolf Optimizer (RA-IGWO) for
risk-aware MUTA in complex environments. The framework is designed around the structure of the decoded
allocation landscape rather than as a general-purpose collection of search operators. The main contributions
are summarized as follows:

1. A risk-aware execution model is formulated in which risk-prone and weak-communication zones are
treated as traversable soft-cost regions. Physical obstacles are explicitly distinguished and validated under
both finite-penalty and hard-constraint settings. A partial-completion rule evaluates the executable prefix
of each decoded UAV route under payload and endurance limits.

2. RA-IGWO is designed for the many-to-one decoded assignment landscape by combining capacity-aware
greedy seeding andOBLwith allocation-level load-aware local refinement and accept-only-improved pop-
ulation updates. Local refinement acts directly on discrete task ownership and can cross plateaus that
remain unchanged under small continuous perturbations. The quadratic schedule is treated as a tested
exploration policy.

3. A budget-consistent benchmarking protocol is established in which every candidate evaluation generated
by population updates, OBL, or local refinement consumes one evaluation from the same global NFE bud-
get. Then the comparisons are examined using paired multi-instance statistics and robustness analyses.

2. SYSTEM MODEL AND OPTIMIZATION FORMULATION

2.1 Mission model and assignment representation
Consider a heterogeneous fleet U = {1, . . . , 𝑀} of 𝑀 UAVs and a set T = {1, . . . , 𝑁} of spatially distributed tasks.
The mission environment is a square of side length 𝑆, and a single base is located at 𝒑𝑏 = (𝑆/2,0) on the lower
boundary. Each task 𝑗 ∈ T is described by its position 𝒑 𝑗 ∈ [0, 𝑆]2, reward 𝑟 𝑗 > 0, payload demand 𝑞 𝑗 > 0, and
latest service time 𝜏𝑗 . For tasks without a deadline, 𝜏𝑗 = ∞. Each UAV 𝑖 ∈ U is characterized by cruise speed 𝑣𝑖 ,
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Table 1. Principal notation

Symbol Meaning
U, 𝑀 Set of UAVs and its cardinality
T , 𝑁 Set of tasks and its cardinality
𝒑𝑏 , 𝒑 𝑗 Position of the base and of task 𝑗

𝑟 𝑗 , 𝑞 𝑗 , 𝜏 𝑗 Reward, payload demand, and latest service time of task 𝑗

𝑣𝑖 , 𝑄𝑖 , 𝐿𝑖 Speed, payload capacity, and endurance of UAV 𝑖

Z𝑟 , Z𝑐 , Z𝑜 Risk-prone, weak-communication, and obstacle zones
𝒙, 𝑥 𝑗 Assignment vector; UAV assigned to task 𝑗

𝒛, [ℓ, 𝑢] Continuous search vector and per-coordinate bounds
T𝑖 , 𝜋𝑖 , S𝑖 Tasks assigned to UAV 𝑖; visit order; served prefix
𝚫 Pairwise Euclidean distance matrix
𝑹, 𝑯 Risk-overlap matrix and obstacle-intersection matrix
𝑑𝑖 Cumulative outbound service distance of UAV 𝑖

𝑇𝑗 Arrival time at served task 𝑗

𝐹 (𝒙) Scalarized objective to be minimized
𝑔, 𝐺 Fitness-evaluation counter and evaluation budget
𝑃 Population size
𝑎 (𝑔) GWO convergence factor
𝒄𝑧 , 𝜌𝑧 Center and radius of zone 𝑧 used in Eq. (2)
𝜌cap Payload-based capacity ceiling on completion rate in Eq. (12)

payload capacity 𝑄𝑖 , and an endurance-distance budget 𝐿𝑖 . Data-driven regression and inference methods have
been used to model UAV battery-discharge behavior [34]. In the present allocation model, these dynamics are
abstracted into the maximum allowable flight-distance budget 𝐿𝑖 .

The environment contains three types of circular zones. A zone 𝑧 is specified by center 𝒄𝑧 and radius 𝜌𝑧 . The
sets Z𝑟 , Z𝑐, and Z𝑜 denote risk-prone zones, weak-communication zones, and obstacle zones, respectively. Risk-
prone and weak-communication zones are modeled as traversable soft-cost regions because they represent in-
creased mission exposure or degraded link reliability rather than absolute no-fly restrictions. Physical obstacles
have a different interpretation. In the default formulation, obstacle intersections receive a high finite penalty
and are therefore strongly discouraged but not mathematically prohibited. A separate hard-obstacle mode treats
an intersecting served segment as infeasible.

The formulation is based on five assumptions. First, each flight route is a straight segment traversed at constant
speed 𝑣𝑖 , so the time to reach a task equals the cumulative outbound service distance divided by 𝑣𝑖 . Second, each
task can be executed by at most one UAV.Third, payload consumption and flight distance accumulate along the
route, and service duration is negligible relative to flight time. Fourth, the default endurance model considers
the cumulative outbound service distance from the base. The return-guaranteed mode instead requires 𝑑𝑖 +
Δprev, 𝑗 +Δ 𝑗𝑏 ≤ 𝐿𝑖 before accepting task 𝑗 , thereby reserving sufficient range to return to base; Section 4.9 evaluates
this mode. Finally, all risk, communication, and obstacle maps are static and known. Principal notation is
summarized in Table 1.

The decision variable is an assignment vector 𝒙 = (𝑥1, . . . , 𝑥𝑁 ), with 𝑥 𝑗 ∈ U. For population-based real-valued
optimization, each individual is represented by a continuous vector 𝒛 ∈ [ℓ, 𝑢]𝑁 , where ℓ = 1 and 𝑢 = 𝑀. Rounding
and clipping are commonly used when continuous optimization operators are applied to integer-valued decision
variables [35]. The decoding rule is

𝒙 = dec(𝒛), 𝑥 𝑗 = clip(round(𝑧 𝑗 ), 1, 𝑀 )
, (1)
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where clip(·,1, 𝑀) restricts the rounded value to [1, 𝑀]. This mapping places all population-based optimizers in a
common Euclidean search space, while the fitness function evaluates decoded task assignments. The mapping
is many-to-one: multiple continuous vectors may decode to the same integer assignment, creating flat regions
for continuous position updates. Although this representation is retained to provide a common search interface
for the continuous baselines, RA-IGWO does not rely exclusively on continuous perturbations because its local-
refinement operator acts directly in the integer assignment space. The greedy seed solution in Section 3.2 is
encoded into the [ℓ, 𝑢]𝑁 space and subjected to uniform random jitter with an amplitude of 0.3. Boundary
clipping is then applied to keep every coordinate within [ℓ, 𝑢].

Motivated by threat-perception-based UAV path planning, candidate paths are evaluated using predefined ex-
posure and feasibility costs [36]. Several geometric quantities that depend only on the static environment can
therefore be precomputed. The augmented node set is V = T ∪{𝑏}, where |V| = 𝑁 +1. The pairwise distance matrix
𝚫 ∈ R(𝑁+1)×(𝑁+1) stores Euclidean distances Δ𝑢𝑣 = ∥ 𝒑𝑢 − 𝒑𝑣 ∥2. The risk-overlap matrix 𝑹 and obstacle-intersection
matrix 𝑯 are constructed simultaneously.

To calculate the elementwise values of 𝑹 and 𝑯, consider the flight segment connecting nodes 𝑢 and 𝑣. Let
𝒅 = 𝒑𝑣 − 𝒑𝑢 and 𝒇 = 𝒑𝑢 − 𝒄𝑧 . If ∥ 𝒑𝑣 − 𝒑𝑢 ∥2 = 0, the overlap is defined as zero. Otherwise, substituting 𝒑(𝜆) = 𝒑𝑢 + 𝜆𝒅
into the circle equation gives 𝐴𝑞𝜆

2 + 𝐵𝑞𝜆 +𝐶𝑞 = 0, where 𝐴𝑞 = 𝒅⊤𝒅, 𝐵𝑞 = 2 𝒇⊤𝒅, and 𝐶𝑞 = 𝒇⊤ 𝒇 − 𝜌2
𝑧 . If the discriminant is

negative, the overlap is zero. Otherwise, the two roots are clamped to [0,1] and sorted as 𝜆1 ≤ 𝜆2. The segment
length within zone 𝑧 is

ovl(𝑢→𝑣, 𝑧) = (𝜆2 − 𝜆1)+ ∥ 𝒑𝑣 − 𝒑𝑢 ∥2, (2)

Aggregating over zones gives

𝑅𝑢𝑣 =
∑
𝑧∈Z𝑟

ovl(𝑢→𝑣, 𝑧) + 1
2

∑
𝑧∈Z𝑐

ovl(𝑢→𝑣, 𝑧), 𝐻𝑢𝑣 =
��{ 𝑧 ∈ Z𝑜 : ovl(𝑢→𝑣, 𝑧) > 0 }

��. (3)

Weak communication represents degradation in link reliability rather than a direct physical hazard. Its overlap
coefficient is therefore set to one half of the unit coefficient assigned to the risk-zone term. The quantity 𝐻𝑢𝑣

records the number of obstacle regions intersected by segment (𝑢, 𝑣). The default scalar objective uses a high but
finite obstacle penalty, so obstacle crossings are strongly penalized but not strictly prohibited.

Constructing 𝑹 and 𝑯 requires O (𝑁2 (|Z𝑟 | + |Z𝑐 | + |Z𝑜 |)
) operations, while constructing 𝚫 requires O(𝑁2) time. After

preprocessing, retrieving a matrix value requires O(1) time per flight segment. A complete fitness evaluation
then performs matrix lookups proportional to the number of decoded flight segments. This preprocessing
avoids repeated geometric intersection calculations and supports comparison under a fixed fitness-evaluation
budget.

2.2 Partial-completion service, risk-aware objective, and fitness evaluation
For an allocation vector 𝒙, let T𝑖 = { 𝑗 : 𝑥 𝑗 = 𝑖} denote the tasks assigned to UAV 𝑖. Because 𝒙 specifies task owner-
ship but not execution order, a route-generation rule is required before fitness evaluation. The default decoder
constructs the visit sequence 𝜋𝑖 by nearest-neighbor ordering: starting from base 𝑏, UAV 𝑖 repeatedly selects the
unvisited assigned task with the smallest entry in the distance matrix 𝚫.

For the decoder-sensitivity analysis, the alternative risk-aware ordering selects the next task according to
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𝜙(𝑢, 𝑗) =
Δ𝑢 𝑗

𝑠𝐷
+ 1.5 𝑅𝑢 𝑗

𝑠𝑅
+ 2𝐻𝑢 𝑗 − 0.35 𝑟 𝑗

𝑠𝑟
, 𝑗★ = arg min

𝑗∈Trem
𝑖

𝜙(𝑢, 𝑗), (4)

where 𝑢 is the current node, T rem
𝑖 is the set of remaining tasks assigned toUAV 𝑖, 𝑠𝐷 = max{𝑆,1}, 𝑠𝑅 = max{1,max𝑝,𝑞 𝑅𝑝𝑞},

and 𝑠𝑟 = max{1,max 𝑗 𝑟 𝑗 }. The numerical coefficients in Eq. 4 are fixed across all algorithms and instances, whereas
the scale factors 𝑠𝐷 , 𝑠𝑅, and 𝑠𝑟 are computed from each instance. If multiple tasks attain the sameminimum score,
the tie is resolved in favor of the smaller task index. Risk-stop and risk-skip use the same ordering and differ
only in their treatment of an infeasible task. The prefix-stop policy represents a conservative pre-committed
offline execution assumption and is not intended to model adaptive in-mission rescheduling. Its sensitivity is
examined in Section 4.5.

Given the visiting order 𝜋𝑖 , UAV 𝑖 proceeds to serve the tasks sequentially while continuously updating its cu-
mulative payload 𝑊𝑖 and cumulative flight distance 𝑑𝑖 . Specifically, the 𝑘-th task in the sequence, denoted by 𝜋𝑘

𝑖 ,
is accepted only if both the payload and endurance constraints remain satisfied after traversing the next flight
segment:

𝑊𝑖 + 𝑞𝜋𝑘
𝑖
≤ 𝑄𝑖 and 𝑑𝑖 + Δprev, 𝜋𝑘

𝑖
≤ 𝐿𝑖 . (5)

If either condition is violated, the UAV terminates its service, and all subsequent tasks in 𝜋𝑖 are marked as
unserved under the default service-prefix policy. Consequently, the served tasks form a prefix S𝑖 ⊆ T𝑖 . This
assumption may be conservative when an executable low-demand task follows an infeasible task; the decoder-
sensitivity analysis therefore also evaluates skip-and-continue execution. Under skip-and-continue execution,
the infeasible task is marked as unserved but the remaining ordered tasks continue to be examined. A skipped
task does not update the previous node, cumulative payload, cumulative flight distance, or elapsed time. Con-
sequently, the next task is evaluated from the last successfully served node, and only an accepted task updates
the UAV state.

Compared with an all-or-nothing feasibility rule, prefix evaluation preserves credit for tasks completed before
the first payload or endurance violation. Under an all-or-nothing rule, a small downstream violation can inval-
idate an entire assigned route even when several preceding tasks remain physically executable. Therefore, the
presentmodel scores the feasible prefix S𝑖 and applies themissed-task penalty only to unserved tasks. This choice
yields a more informative evaluation of the executable service. Because downstream tasks are not reconsidered
under the default stopping policy, this evaluation remains conservative.

The overall objective function jointly accounts for travel efficiency, environmental exposure, time-window vi-
olations, workload balance, and task reward. For each flight segment served within the feasible prefix S𝑖 , the
associated distance, risk overlap, and obstacle intersections are queried directly from the precomputed matrices
{𝚫, 𝑹,𝑯}. 𝑇𝑗 denotes the arrival time at the served task 𝑗 , calculated as the cumulative outbound distance of the
assigned UAV along its feasible route divided by its constant speed. The individual cost and reward components
are defined as
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𝐶dis =
∑
𝑖

𝑑𝑖 , (6)

𝐶risk =
∑

served flight segments
𝑅𝑢𝑣 , (7)

𝐶time =
∑

𝑗∈⋃𝑖 S𝑖
max(0, 𝑇𝑗 − 𝜏𝑗 ), (8)

𝐶bal = std𝑖 (𝑑𝑖), 𝑅task =
∑

𝑗∈⋃𝑖 S𝑖
𝑟 𝑗 , (9)

𝐶miss = 𝑁 −
∑
𝑖

|S𝑖 |, 𝑃obs = 𝜅𝑜 𝑛obs, (10)

where 𝑛obs =
∑
served flight segments 𝐻𝑢𝑣 counts obstacle intersections over served flight segments. 𝑅𝑢𝑣 is defined in

Eq. (3); 𝐶risk includes risk-zone exposure and the weighted weak-communication overlap. For a task without a
deadline, 𝜏𝑗 = ∞, and its contribution to 𝐶time is interpreted as zero. The balance term 𝐶bal measures workload
imbalance in terms of the outbound service distances of the UAVs.

Equations (2)-(3) and (5)-(10) are derived in this study from segment-circle geometry and the stated mission
assumptions. Equation (1) follows the cited round-and-clip encoding practice.

Following the standard principle of decomposing multiple criteria into a scalar optimization objective [37], the
objective to be minimized is

𝐹 (𝒙) = 𝛼𝐶dis + 𝛽𝐶risk + 𝛾𝐶time + 𝛿𝐶bal − 𝜂𝑅task + 𝜅𝐶miss + 𝑃obs . (11)

The fixed weights are 𝛼 = 1, 𝛽 = 2, 𝛾 = 3, 𝛿 = 0.5, 𝜂 = 1, 𝜅 = 80, and 𝜅𝑜 = 500. The negative sign on the task reward
𝑅task converts maximizing the reward into minimizing it. The risk and delay weights are set higher than the
distance weight because risk exposure and delayed service represent mission degradation beyond travel length.
The missed-task penalty is set higher than the reward of a single task to prevent a solver from sacrificing many
tasks only to shorten distance or reduce exposure. The obstacle crossing penalty is a high-cost but non-locking
term; a single crossing is more expensive than a moderate detour or reassignment, but the search space remains
connected under the soft formulation. Because these terms have different numerical scales, Section 4.6 evaluates
weight sensitivity and normalized-objective robustness. Fitness values obtained with different weight sets are
interpreted as sensitivity outcomes.

In the experimental scenarios, it may not be possible to achieve 100% completion when the total task demand
exceeds the total payload capacity of the UAV swarm. Therefore, a payload-only upper bound on the number
of serviceable tasks is obtained by selecting tasks in ascending order of demand:

𝜌cap =
1
𝑁

max
{
𝑘 :

𝑘∑
𝑙=1

𝑞 (𝑙) ≤
∑
𝑖

𝑄𝑖

}
, (12)

where 𝑞 (1) ≤ 𝑞 (2) ≤ · · · are the task demands sorted in ascending order. This theoretical ceiling 𝜌cap represents
the maximum fraction of tasks that can be served if payload were the sole constraint. However, in practice,
endurance limitations, time-window requirements, and spatial penalties will degrade the realistically achievable
service rate. Therefore, when a solver approaches 𝜌cap, the remaining gap to this theoretical ceiling is more
informative than the gap to the ideal 100% completion rate.
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Algorithm 1 Evaluate(𝒙) - partial-completion fitness
1: 𝑔← 𝑔 + 1 ⊲ one fitness evaluation
2: 𝐶dis , 𝐶risk , 𝐶time , 𝑅task , 𝑃obs ← 0; 𝑛done ← 0
3: for each UAV 𝑖 ∈ U do
4: T𝑖 ← { 𝑗 : 𝑥 𝑗 = 𝑖}; 𝜋𝑖 ← NearestNeighborTour(𝑏, T𝑖 )
5: 𝑊𝑖 ← 0; 𝑑𝑖 ← 0; prev← 𝑏

6: for 𝑗 ∈ 𝜋𝑖 in order do
7: 𝑠 ← Δprev, 𝑗

8: if 𝑊𝑖 + 𝑞 𝑗 ≤ 𝑄𝑖 and 𝑑𝑖 + 𝑠 ≤ 𝐿𝑖 then
9: 𝑃obs += 𝜅𝑜𝐻prev, 𝑗 ; 𝐶risk += 𝑅prev, 𝑗

10: 𝑑𝑖 += 𝑠; 𝑊𝑖 += 𝑞 𝑗 ; 𝑅task += 𝑟 𝑗

11: 𝑇𝑗 ← 𝑑𝑖/𝑣𝑖 ; if 𝑇𝑗 > 𝜏 𝑗 then 𝐶time += 𝑇𝑗 − 𝜏 𝑗

12: 𝑛done += 1; prev← 𝑗

13: else
14: break ⊲ stop the UAV; remaining tasks in 𝜋𝑖 are unserved
15: end if
16: end for
17: 𝐶dis += 𝑑𝑖 ; store 𝑑𝑖

18: end for
19: 𝐶bal ← std𝑖 (𝑑𝑖 ); 𝐶miss ← 𝑁 − 𝑛done
20: return 𝐹 (𝒙) by Eq. (11)

Algorithm 1 summarizes the fitness evaluation. Each call to the objective function increments the global counter
𝑔 by one. Thus, every evaluated candidate consumes one NFE, regardless of whether it is accepted. Route con-
struction dominates the per-evaluation cost. In the worst case, its complexity is 𝑂 (∑𝑖 |T𝑖 |2), and this sum is
bounded by 𝑂 (𝑁2) because ∑

𝑖 |T𝑖 |2 ≤ (
∑

𝑖 |T𝑖 |)2 = 𝑁2. When the assignment is balanced, the cost is approximately
𝑂 (𝑁2/𝑀). The subsequent feasibility sweep requires 𝑂 (𝑁) operations. Since all algorithms rely on the same eval-
uator, NFE provides a common measure of objective-evaluation effort.

3. RA-IGWO FOR RISK-AWARE UAV TASK ALLOCATION

The decoded task-allocation problem produces a rugged fitness landscape in which objective values are jointly
affected by payload violations, task omissions, route exposure, and workload imbalance. Continuous GWO
updates do not always change the decoded assignment, which can promote stagnation on the many-to-one
decoding plateaus. The implemented optimizer uses a quadratic convergence schedule, capacity-aware greedy
initialization, OBL, allocation-level load-aware local refinement, and accept-only-improved population updates.
All candidate fitness evaluations generated by population updates, OBL, and local refinement are counted against
the same global budget 𝐺.

3.1 Standard GWO update and quadratic convergence schedule
In standard GWO [21], the population is ranked by fitness, and the three best agents are denoted by 𝒛𝛼, 𝒛𝛽 , and
𝒛𝛿 . For each leader ℎ ∈ {𝛼, 𝛽, 𝛿}, two random vectors 𝒓1,ℎ , 𝒓2,ℎ ∼ Unif (0,1)𝑁 are sampled independently. The corre-
sponding coefficient vectors are 𝑨ℎ = 2𝑎𝒓1,ℎ − 𝑎 and 𝑪ℎ = 2𝒓2,ℎ. For a current search agent 𝒛, the candidate position
directed by leader 𝒛ℎ is

𝑿ℎ = 𝒛ℎ − 𝑨ℎ ⊙ |𝑪ℎ ⊙ 𝒛ℎ − 𝒛 | (ℎ ∈ {𝛼, 𝛽, 𝛿}), 𝒛̃ =
1
3

∑
ℎ∈{𝛼,𝛽, 𝛿}

𝑿ℎ , 𝒛′ = clip ( 𝒛̃, ℓ, 𝑢) . (13)

where ⊙ and | · | denote elementwise multiplication and elementwise absolute value, respectively. The coefficient
pairs (𝑨𝛼 ,𝑪𝛼), (𝑨𝛽 ,𝑪𝛽), and (𝑨𝛿 ,𝑪𝛿 ) are generated independently, matching the implementation in which each
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leader call draws new random vectors. The final clipping operation implements the boundary handling used by
all GWO-based methods.

Since each component of 𝒓1,ℎ lies in [0,1], every component of 𝑨ℎ lies in [−𝑎, 𝑎]. Consequently, |𝐴ℎ,𝑘 | > 1, which
permits a candidate to move away from a leader, is possible only when 𝑎 > 1. Conversely, |𝐴ℎ,𝑘 | < 1 favors
movement toward the corresponding leader.

In standard GWO, 𝑎 decreases linearly from 2 to 0 [21]. Using normalized evaluation progress 𝑝 = 𝑔/𝐺, the linear
schedule is 𝑎lin (𝑝) = 2(1 − 𝑝). It reaches 𝑎 = 1 at 𝑝 = 0.5, after which the condition |𝐴ℎ,𝑘 | > 1 is no longer possible.
This threshold does not eliminate stochastic movement because 𝑪ℎ remains random; it only marks the end of the
interval in which the magnitude of 𝑨ℎ can exceed one. RA-IGWO replaces the linear decay with the quadratic
schedule

𝑎(𝑔) = 2
[
1 − (

𝑔/𝐺
)2 ]

, (14)

while retaining the three-leader update in Eq. (13). For 0 < 𝑝 < 1, 𝑎(𝑝) = 2(1 − 𝑝2) > 𝑎lin (𝑝), so the quadratic
schedule retains a larger coefficient range at the same normalized NFE progress. Moreover, 𝑎(𝑝) > 1 is equivalent
to 𝑝 < 1/

√
2 ≈ 0.707. Therefore, the interval during which |𝐴ℎ,𝑘 | > 1 is possible increases from 0.5𝐺 to approximately

0.707𝐺, an absolute increase of 0.207𝐺 and a relative increase of
√

2−1 ≈ 41.4%. Themagnitude of its slope increases
with 𝑝, while the convergence factor itself reaches zero at the terminal budget 𝐺. This schedule is designed to
retain exploration-capable updates for a larger fraction of the NFE budget.

3.2 Capacity-aware greedy initialization, OBL, and local refinement
The remaining components are designed around the decoded assignment structure. During initialization, ⌊𝑃/3⌋
agents are generated using a capacity-aware greedy heuristic. The first greedy pass assigns tasks in descending
order of demand; the subsequent passes employ randomized task sequences to maintain population diversity.
For each task, the heuristic selects the feasible UAV with the largest remaining payload capacity. If no UAV has
sufficient capacity to meet the task requirements, the task will be assigned to the UAVwith the largest remaining
capacity, thereby providing a near-feasible load distribution for subsequent evolutionary optimization. The
obtained integer allocation is then mapped back to the continuous search space [ℓ, 𝑢]𝑁 , and a small amount of
uniform perturbation is added. This process provides feasible or near-feasible load distributions for a subset of
individuals in the population while ensuring that the initial individuals are not completely identical.

OBL [29] is used to expand the sampling area of the continuous search space. The opposite solution of a proxy 𝒛

is defined as

𝒛̌ = ℓ + 𝑢 − 𝒛. (15)

After evaluating the opposite candidates at initialization, the best 𝑃 agents are retained from the merged original
and opposite populations. During the early search stage, when 𝑔/𝐺 < 0.4, generalized OBL is triggered with
probability 𝑝j. Its coordinate-wise lower and upper bounds are obtained from the current population, and every
reflected candidate is clipped to [ℓ, 𝑢]𝑁 . BecauseUAV labels have no inherent ordinalmeaning, OBL is performed
in the common continuous encoding space and evaluated after decoding.

The alpha wolf is further refined by first-improvement search in the decoded integer space. The search samples
three neighborhood types: load-aware transfer, reassignment, and two-task swapping. The load-aware transfer
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moves a task from themost capacity-constrainedUAV to aUAVwith larger remaining capacity to reduce service
loss caused by payload limits, while the other operations maintain neighborhood diversity. Each sampled local-
refinement candidate is evaluated by Algorithm 1 and consumes one NFE regardless of whether it improves the
incumbent solution. This rule prevents local search from receiving an uncounted evaluation advantage over
non-memetic baselines.

3.3 Overall RA-IGWO procedure and evaluation-budget accounting
Algorithm 2 summarizes the complete optimizer. Greedy seeding, OBL refresh, GWO position updates, and
assignment-level local refinement all follow the same NFE accounting rule. After local refinement, the alpha
solution is written back to the population before the leaders are updated again; otherwise, the refined assignment
could be lost during the next population ranking.

Algorithm 2 RA-IGWO with embedded greedy seeding and local refinement
1: Input: evaluation budget 𝐺, population size 𝑃, jump rate 𝑝j
2: 𝑔← 0; initialize ⌊𝑃/3⌋ greedy agents and 𝑃 − ⌊𝑃/3⌋ random agents in [ℓ, 𝑢]𝑁
3: evaluate all agents by Algorithm 1; evaluate opposite agents by Eq. (15); retain the best 𝑃 agents and update leaders
4: while 𝑔 < 𝐺 do
5: set 𝑎← 2[1 − (𝑔/𝐺)2 ] and update the population by the GWOmove in Eq. (13), accepting only improved candidates
6: if 𝑔/𝐺 < 0.4 and rand() < 𝑝j then
7: perform generalized OBL using current population bounds; evaluate opposite agents and retain the best 𝑃 agents
8: end if
9: update leaders; decode the current alpha wolf as 𝒙★ and record its population index 𝑝𝛼

10: refine 𝒙★ by first-improvement assignment moves for at most max{12, ⌊𝑁/3⌋ } trials while 𝑔 < 𝐺

⊲ each evaluated local candidate consumes one NFE regardless of acceptance
11: write the refined leader back to the population, 𝒛𝑝𝛼 ← lift(𝒙★), 𝐹𝑝𝛼 ← 𝐹★, and update leaders again
12: end while
13: return dec(𝒛𝛼 ) , 𝐹𝛼

4. SIMULATION RESULTS AND ROBUSTNESS ANALYSIS

Experiments use Python 3.12.0 on an Intel Core i9-13900HX workstation with 16GB RAM and no algorithm-
level parallelism. All plots and route visualizations are author-generated from the reported outputs using Python,
NumPy, and Matplotlib.

RA-IGWO is compared with GA, PSO, GWO, I-GWO, HPSOGWO, and a discrete adaptive large neighbor-
hood search benchmark (D-ALNS). Representative and hard-obstacle tests use (𝑀, 𝑁) = (5,30), (8,50), and (10,80);
multi-instance tests use (5,20), (8,50), and (10,100), denoted Small-20, Medium-50, and Large-100, where the
suffix denotes tasks. Each multi-instance setting contains 20 environments. Population methods share the con-
tinuous encoding, round-and-clip decoder, boundary clipping, and 𝑃 = 30; D-ALNS searches integer ownership
directly. All methods use the same evaluator, paired environments, and 𝐺 = 4000 NFEs, with runtime recorded.

4.1 Experimental setup and fairness protocol
All methods follow one evaluation protocol. Table 2 lists all settings. Every RA-IGWO candidate produced by
a GWO update, OBL refresh, or local refinement consumes one NFE; the final diagnostic call reports metrics
only. Reference configurations are used for GA [9,10], PSO [38,39,11], GWO [21], I-GWO [24], HPSOGWO [31,32],
and UAV multi-task ALNS [40]. D-ALNS adapts the latter framework to ownership-only decisions. Its random,
worst-contribution, overload-oriented, and risk-oriented removal operators are paired with greedy, regret-2,
and capacity-balanced repair, adaptive operator weights, and simulated-annealing acceptance. Each repaired
assignment consumes one NFE. GWO uses 𝑎 : 2→ 0. PSO uses 𝑤 = 0.70, 𝑐1 = 𝑐2 = 1.50, close to stability-oriented
literature coefficients rather than a claimed optimum, while GA uses the predeclared 𝑝𝑐 = 0.80, 𝑝𝑚 = 0.10.
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Table 2. Algorithm and environment parameters

Component Parameter Value Parameter Value

All methods NFE budget 𝐺 4,000 Independent instances/seeds 20/5
Population methods Pop size 𝑃 30 Boundary handling Clipping

GA Crossover prob. 0.80 Mutation prob. 0.10
PSO Inertia 𝑤 0.70 Accel. 𝑐1 , 𝑐2 1.5, 1.5
HPSOGWO Coeff. (𝑤, 𝑐1 , 𝑐2 , 𝑐3) 0.5, 0.5, 0.5, 0.5 – –
D-ALNS Destroy fractions 0.10, 0.20, 0.30 Reaction/cooling 0.20/0.999
RA-IGWO Jump rate 𝑝j 0.30 Greedy seed count ⌊𝑃/3⌋

Environment Area side 𝑆 100 Task position Unif (5, 𝑆 − 5)2

UAV speed 𝑣𝑖 Unif (0.8, 1.5) UAV payload 𝑄𝑖 Unif (8.0, 14.0)
UAV range 𝐿𝑖 Unif (280, 420) Task demand 𝑞 𝑗 Unif (1.0, 3.0)
Task reward 𝑟 𝑗 Unif (1.0, 10.0) Tasks with time windows max(1, ⌊𝑁/3⌋ )
Deadline 𝜏 𝑗 Unif (80, 200) Obstacle zones 2
Weak-comm. zones 2 Zone radius (risk/comm.) Unif (8.0, 14.0)
Zone radius (obstacle) Unif (6.0, 10.0) – –

Fitness weights 𝛼, 𝛽, 𝛾, 𝛿, 𝜂 1, 2, 3, 0.5, 1 𝜅, 𝜅𝑜 80, 500

Unif(𝑎, 𝑏)2 denotes two independently sampled Cartesian coordinates, so that each task position is sampled uniformly over [𝑎, 𝑏] ×
[𝑎, 𝑏].

Table 3. Parameter sensitivity of GA, PSO, and GWO onmedium-scale instances under the shared 4000-NFE budget

Algorithm Parameter setting Runs Fitness mean ± std Completion

GA 𝑝𝑐 = 0.80, 𝑝𝑚 = 0.10 default 10 3,128.97 ± 539.84 68.6%
GA 𝑝𝑐 = 0.70, 𝑝𝑚 = 0.10 10 3,107.33 ± 648.65 68.4%
GA 𝑝𝑐 = 0.90, 𝑝𝑚 = 0.10 10 2,863.13 ± 334.51 71.6%
GA 𝑝𝑐 = 0.80, 𝑝𝑚 = 0.05 10 2,198.69 ± 268.28 74.4%
GA 𝑝𝑐 = 0.80, 𝑝𝑚 = 0.20 10 3,500.42 ± 759.65 69.0%
PSO 𝑤 = 0.70, 𝑐1 = 𝑐2 = 1.50 default 10 2,047.92 ± 173.35 74.2%
PSO 𝑤 = 0.40, 𝑐1 = 𝑐2 = 1.50 10 2,150.25 ± 185.45 73.6%
PSO 𝑤 = 0.70, 𝑐1 = 𝑐2 = 1.20 10 2,019.49 ± 228.44 76.4%
PSO 𝑤 = 0.70, 𝑐1 = 𝑐2 = 1.80 10 2,225.42 ± 298.51 71.8%
PSO 𝑤 = 0.90, 𝑐1 = 𝑐2 = 1.50 10 2,436.36 ± 209.95 68.6%
GWO 𝑎 : 2.00→ 0.00 default 10 2,247.38 ± 244.59 70.0%
GWO 𝑎 : 1.50→ 0.00 10 2,055.63 ± 219.43 73.8%
GWO 𝑎 : 2.50→ 0.00 10 2,404.74 ± 526.87 69.6%
GWO 𝑎 : 2.00→ 0.50 10 2,414.42 ± 303.24 67.8%

With 𝑃 = 30 < 𝐺 = 4,000, initial population evaluations are counted first, and every later evaluator call checks
the remaining budget. Population and OBL batches are truncated at exhaustion, and local refinement stops at
𝑔 = 𝐺. Unchanged local moves are discarded before evaluation; every changed candidate consumes one NFE
regardless of acceptance. D-ALNS removal, repair, insertion scoring, and weight updates use assignment data
and precomputed matrices; each repaired assignment invokes the full evaluator once. Thus, all seven methods
terminate at 𝑔 = 4,000 without exceeding the budget.

Runtime covers optimizer construction and search. Environment generation, geometric preprocessing, output,
visualization, and the post-run diagnostic call are excluded, yielding implementation-level comparisons in a
common environment.
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Table 4. Confirmation using the strongest observed GA, PSO, and GWO settings on independent medium-scale instances

Algorithm Confirmation setting Runs Fitness mean ± std Completion FDR 𝑞

GA 𝑝𝑐 = 0.80, 𝑝𝑚 = 0.05 100 2,305.16 ± 407.02 73.0% < 0.0001
PSO 𝑤 = 0.70, 𝑐1 = 𝑐2 = 1.20 100 2,177.37 ± 480.94 75.0% < 0.0001
GWO 𝑎 : 1.50→ 0.00 100 2,293.82 ± 465.06 70.9% < 0.0001
I-GWO Reference implementation 100 2,500.96 ± 483.80 68.4% < 0.0001
HPSOGWO Reference implementation 100 2,453.13 ± 485.13 70.1% < 0.0001
RA-IGWO Proposed configuration 100 1, 688.91 ± 374.51 83.6% –

Each row comprises 20 independent environments and five seeds per environment. FDR-adjusted 𝑞-values compare each baseline
with RA-IGWO. Bold indicates the lowest mean fitness among all compared algorithms.

Table 5. Representative single-run performance under a 4000-NFE budget

Scenario Algorithm Fitness Distance Risk #Tardy Completion Cap. 𝜌cap Balance Time (s)

Small GA 1,835.79 658.7 110.6 0 76.7%

93.3%

51.49 0.64
Small PSO 1,528.85 589.7 122.4 0 86.7% 38.30 0.56
Small GWO 1,152.92 534.4 43.2 0 73.3% 36.83 0.62
Small I-GWO 1,072.82 594.8 99.8 0 83.3% 51.59 0.66
Small HPSOGWO 1,374.89 533.6 109.2 0 70.0% 59.27 0.67
Small RA-IGWO 893.03 569.1 108.8 0 90.0% 38.72 0.65

Medium GA 2,470.62 835.1 145.2 0 62.0%

88.0%

47.08 0.96
Medium PSO 2,801.34 971.4 127.2 0 80.0% 40.81 0.89
Medium GWO 2,065.81 914.6 119.6 0 72.0% 28.78 0.94
Medium I-GWO 2,844.55 608.9 95.0 0 46.0% 43.73 0.99
Medium HPSOGWO 2,582.86 722.2 166.4 0 58.0% 54.18 0.99
Medium RA-IGWO 1,987.10 780.4 73.6 0 80.0% 31.20 0.95

Large GA 4,549.23 1,114.6 510.7 1 58.8%

80.0%

36.44 1.41
Large PSO 3,903.63 1,038.3 370.1 0 62.5% 30.18 1.40
Large GWO 4,344.36 1,164.5 427.0 2 60.0% 39.10 1.39
Large I-GWO 5,162.62 1,155.8 562.8 0 58.8% 18.36 1.49
Large HPSOGWO 4,815.38 1,032.7 535.2 0 53.8% 42.17 1.48
Large RA-IGWO 3,228.84 1,053.0 357.7 0 72.5% 27.51 1.46

Bold indicates the lowest fitness and the highest or tied-highest completion rate per scenario. Cap. 𝜌cap: payload-based completion
ceiling (Eq. 12); ‘# Tardy’: number of tasks missing their deadline; ‘Balance’: standard deviation of per-UAV distances (𝐶bal in Eq. 11).

Table 3 examines GA, PSO, and GWO parameters under the common population and NFE settings; it is a sen-
sitivity analysis, not independent optimization. Mean fitness spans 2,198.69-3,500.42 for GA, 2,019.49-2,436.36
for PSO, and 2,055.63-2,414.42 for GWO, so the predeclared settings are treated as reproducible rather than
optimal. The strongest observed configurations are then tested on 20 new environments with five paired seeds.
I-GWO and HPSOGWO retain their reference implementations. In Table 4, RA-IGWO obtains mean fitness
1,688.91 𝑣𝑠. 2,305.16, 2,177.37, 2,293.82, 2,500.96, and 2,453.13 for GA, PSO, GWO, I-GWO, and HPSOGWO,
respectively, with all FDR-adjusted 𝑞 < 0.0001.

4.2 Representative main comparison
Table 5 gives one reproducible 4000-NFE run to illustrate distance, risk, completion, balance, and runtime
jointly.
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Figure 1. Large-scale representative metric comparison under the shared 4000-NFE budget. Blue bars denote baseline algorithms, and
orange bars denote RA-IGWO. Bold value labels denote the best result in each panel, namely the lowest fitness and risk cost and the highest
completion rate.

RA-IGWOhas the lowest fitness and highest or tied-highest completion in all three representative runs. Figure 1
visualizes the large-scale metric decomposition. Because one run is descriptive rather than inferential, robust-
ness is assessed below using independent instances, confidence intervals, effect sizes, and sensitivity tests.

4.3 Convergence behavior
Figure 2 plots best-so-far fitness against NFE for all three representative scales. Capacity-aware seeding struc-
tures initial allocations, OBL broadens sampling, and the quadratic schedule prolongs the interval with 𝑎 > 1
from 𝑔/𝐺 < 1/2 to 𝑔/𝐺 < 1/

√
2. Local search changes decoded ownership directly and can repair capacity-related

service loss that continuous moves leave unchanged. The curves describe the combined implementation; sepa-
rate component effects and interactions are evaluated in Section 4.8.

4.4 Obstacle-model validation
Because a finite penalty can permit crossings, Table 6 reports mean intersections over 20 environments and five
seeds per method and instance. RA-IGWO ranks first in the medium and large cases and second in the small
case. These results quantify penalized soft-obstacle behavior and must not be interpreted as strict avoidance.

Table 6. Obstacle-intersection statistics under the default soft-obstacle formulation

Scenario GA PSO GWO I-GWO HPSOGWO RA-IGWO

Small-20 0.32 0.37 0.31 0.26 0.34 0.29
Medium-50 0.72 0.10 0.15 0.06 0.15 0.03
Large-100 1.36 0.12 0.35 0.33 0.30 0.10

Entries are means over 100 runs; bold marks the lowest value in each scenario.
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Figure 2. Convergence curves under the shared NFE budget for small, medium, and large-scale scenarios.

Table 7 enforces hard obstacles. A task 𝑗 is rejected before state update when the prospective segment from the
last served node 𝑢 satisfies 𝐻𝑢 𝑗 > 0. Under the tested prefix-stop policy, this terminates only that UAV route and
places the blocked and downstream tasks in 𝐶miss without assigning infinite fitness to the complete candidate;
already served tasks remain valid. With skip-and-continue, which is not used in this table, only the blocked
task would be skipped from an unchanged previous node. All reported crossings are therefore zero. RA-IGWO
has the lowest mean fitness and highest completion at every scale, so its population-baseline advantage is not
attributable to permissive crossings.

Table 8 varies 𝜅𝑜 from 100 to 2,000 over 20 medium-scale environments. RA-IGWO remains below the strongest
population baseline, PSO, at every setting, with all FDR-adjusted comparisons significant. Its mean crossings
fall from 0.66 to 0.24 while completion remains within 81.9%-82.8%, indicating stable ranking across the tested
finite penalties.

4.5 Decoder sensitivity
Table 9 applies four decoders to all six population methods over 20 medium-scale instances and five seeds.
Risk-aware ordering reduces RA-IGWO fitness from 1,766.47 to 1,600.78 and eliminates obstacle crossings. For
RA-IGWO, skip-and-continue increases completion from 84.8% to 85.3% under nearest-neighbor ordering and
leaves completion unchanged at 85.3% under risk-aware ordering. For PSO, completion changes slightly from
78.1% to 78.0% and from 80.7% to 80.3%, respectively. The completion effect of skipping is small and method-
dependent. PSO is the strongest population-based baseline for each decoder, while RA-IGWO retains lower
fitness than all five population-based baselines under every decoder, with all 20 joint FDR-adjusted comparisons
significant (𝑞 ≤ 0.0003). Thus, the ranking is not confined to nearest-neighbor prefix stopping.
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Table 7. Hard-obstacle validation for the six population-based algorithms

Scenario Algorithm Fitness mean Completion Crossings Runtime (s)

Small GA 1,192.60 72.6% 0.00 0.686
Small PSO 1,022.73 79.1% 0.00 0.646
Small GWO 1,023.95 77.9% 0.00 0.721
Small I-GWO 1,036.32 78.0% 0.00 0.754
Small HPSOGWO 1,048.90 77.7% 0.00 0.741
Small RA-IGWO 918.47 82.0% 0.00 0.724

Medium GA 2,293.60 67.0% 0.00 1.026
Medium PSO 1,806.23 77.8% 0.00 0.998
Medium GWO 2,009.40 73.1% 0.00 1.071
Medium I-GWO 2,103.02 71.5% 0.00 1.099
Medium HPSOGWO 2,082.71 71.9% 0.00 1.087
Medium RA-IGWO 1,559.83 83.2% 0.00 1.090

Large GA 4,431.34 52.1% 0.00 1.581
Large PSO 3,680.88 61.7% 0.00 1.539
Large GWO 4,049.59 56.8% 0.00 1.619
Large I-GWO 4,224.20 54.4% 0.00 1.658
Large HPSOGWO 4,195.09 55.2% 0.00 1.637
Large RA-IGWO 3,264.90 66.4% 0.00 1.685

Bold indicates the lowest mean fitness and the highest completion rate within each scenario.

Table 8. Cross-algorithm obstacle-penalty sensitivity on medium-scale instances

𝜅𝑜 PSO fitness RA-IGWO fitness RA completion RA crossings FDR 𝑞

100 1,921.20 1,679.54 82.8% 0.66 < 0.0001
250 2,009.85 1,716.62 82.4% 0.35 < 0.0001
500 2,059.88 1,809.21 82.4% 0.32 0.0003
1,000 2,249.11 1,964.54 81.9% 0.30 < 0.0001
2,000 2,520.28 2,121.70 82.2% 0.24 < 0.0001

PSO is shown because it has the lowest fitness among the five population-based baselines at every tested penalty. Each entry
summarizes 100 runs. Bold indicates the lowest RA-IGWOmean fitness among the tested obstacle-penalty values.

Table 9. Cross-algorithm decoder sensitivity on medium-scale instances

Decoder PSO fitness RA fitness PSO comp. RA comp. RA crossings FDR 𝑞

NN-stop 2,124.53 1,766.47 78.1% 84.8% 0.42 < 0.0001
Risk-stop 1,830.91 1,600.78 80.7% 85.3% 0.00 < 0.0001
NN-skip 2,122.80 1,757.47 78.0% 85.3% 0.36 < 0.0001
Risk-skip 1,869.79 1,597.60 80.3% 85.3% 0.00 < 0.0001

PSO is the strongest of the five baselines for each decoder. The reported 𝑞-value is for PSO versus RA-IGWO; comparisons with the
other four baselines are also significant. Bold indicates the lower mean fitness between PSO and RA-IGWO under each decoder.

4.6 Objective-scale, weight, and normalization sensitivity
Objective-scale robustness is examined through empirical term magnitudes, common weight profiles, and nor-
malization. Across 2,000 random medium-scale assignments, median absolute weighted contributions for dis-
tance, risk, delay, imbalance, reward, missed tasks, and obstacles are 1,051.25, 727.50, 84.85, 19.82, 196.74,
1,040.00, and 3,000.00. The dominant missed-task and obstacle terms motivate the checks below. Because
each profile defines a different scalar objective, raw fitness is compared within a common profile.

Table 10 reports objective-weight sensitivity. The three-profile comparison and separate five-level 𝛽 sweep used
distinct Monte Carlo batches. Each used 20 independently generated medium-scale instances with five algo-
rithm seeds per instance, giving 100 runs per setting, but the instance and algorithm-seed blocks differed be-
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Table 10. Cross-algorithm objective-weight profiles on medium-scale instances

Profile PSO fitness RA fitness RA completion RA risk RA crossings FDR 𝑞

Completion-oriented 1,901.72 1,658.34 84.0% 203.70 0.54 0.0020
Balanced 2,154.68 1,874.05 82.9% 141.57 0.53 < 0.0001
Risk-oriented 2,904.99 2,426.16 77.2% 80.71 0.48 < 0.0001

The weight vectors (𝛼, 𝛽, 𝛾, 𝛿, 𝜂, 𝜅, 𝜅𝑜 ) are (1, 0.5, 3, 0.5, 1, 80, 500), (1, 2, 3, 0.5, 1, 80, 500), and (1, 8, 3, 0.5, 1, 80, 500) for the
completion-oriented, balanced, and risk-oriented profiles, respectively. PSO is the strongest population-based baseline under each
profile. Each row summarizes 100 runs; all comparisons with the other four baselines are also significant after FDR correction.
Bold indicates the lower mean fitness between PSO and RA-IGWO within each objective-weight profile.

tween the two experiments. Although the 𝛽 = 0.5 and 𝛽 = 8 weight vectors are identical in the two experiments,
their results use different instance and algorithm-seed sets and need not coincide numerically. Both show the
same completion-risk trade-off: Table 10 reports a risk reduction from 203.70 to 80.71 and a completion reduc-
tion from 84.0% to 77.2%, but the separate sweep reports changes from 206.31 to 83.40 and from 85.1% to 78.6%.
RA-IGWO remains lower in fitness than all five population-based baselines under every common profile.

For normalized-objective testing, distance, risk, delay, balance, reward, missed-task, and obstacle terms are
divided by scales 𝑆𝑁, 𝑁 max𝑢𝑣 𝑅𝑢𝑣 , the largest finite deadline, 𝑆, ∑ 𝑗 𝑟 𝑗 , 𝑁, and 𝑁 max{|Z𝑜 |,1}, respectively; the original
weights and signs are retained, and each scale is lower-bounded by one. The delay scale is

𝑠time = max
{
1, max

𝑗: 𝜏 𝑗<∞
𝜏𝑗

}
, (16)

where tasks with infinite deadlines are excluded and contribute zero delay. If no finite deadline exists, the inner
maximum is defined as zero, giving 𝑠time = 1 and an identically zero delay term. All instance-specific scales are
shared by the comparedmethods. In Table 11, RA-IGWO is below all population baselines after FDR correction,
while its difference from D-ALNS is not significant (𝑞 = 0.4524), indicating comparable normalized-objective
performance.

Table 11. All-algorithm comparison under the normalized objective

Algorithm Fitness mean ± std Completion Crossings Runtime (s)

GA 24.31 ± 6.08 75.2% 0.82 1.191
PSO 13.61 ± 4.61 84.2% 0.22 1.142
GWO 18.62 ± 5.67 79.2% 0.35 1.230
I-GWO 19.14 ± 4.72 77.9% 0.23 1.273
HPSOGWO 18.38 ± 5.52 78.7% 0.23 1.262
D-ALNS 11.49 ± 4.54 86.2% 0.14 4.316
RA-IGWO 11.35 ± 5.24 86.5% 0.18 1.194

Bold indicates the best value in each metric column: the lowest fitness, number of crossings, and runtime and the highest
completion rate.

4.7 Multi-instance generalization and statistical evidence
Each Small-20, Medium-50, and Large-100 setting uses 20 independently generated instances and five seeds per
method and instance. The environment is the statistical unit: seeds are averagedwithin an instance before paired
inference. For each environment and seed index, the same integer seed is reset before every algorithm. Table 12
reports the strongest population comparator, D-ALNS, and RA-IGWO; Table 13 covers all seven methods with
Benjamini-Hochberg correction jointly applied across 18 comparisons.
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Table 12. Multi-instance generalization summary

Scenario Algorithm Fitness mean Completion Crossings Runtime (s)

Small-20 I-GWO 790.56 88.8% 0.26 0.735
Small-20 D-ALNS 1,042.09 98.2% 1.02 1.839
Small-20 RA-IGWO 709.30 94.4% 0.29 0.671

Medium-50 PSO 1,970.25 76.6% 0.10 1.202
Medium-50 D-ALNS 1,695.54 82.1% 0.09 4.474
Medium-50 RA-IGWO 1,608.30 83.0% 0.03 1.178

Large-100 PSO 5,092.63 53.7% 0.12 2.097
Large-100 D-ALNS 4,642.23 55.0% 0.00 11.233
Large-100 RA-IGWO 4,564.23 56.8% 0.10 2.287

Bold indicates the best value for each metric within each scenario: the lowest fitness, number of crossings, and runtime and the
highest completion rate.

Table 13. FDR-adjusted pairedWilcoxon evidence for RA-IGWO versus all baselines

Scenario Baseline Δ𝐹 [95%CI] FDR 𝑞 𝑑𝑧 RA better

Small-20 GA 244.76 [203.58, 292.97] < 0.0001 2.359 100%
Small-20 PSO 119.34 [82.06, 164.96] < 0.0001 1.218 100%
Small-20 GWO 104.20 [86.11, 124.42] < 0.0001 2.335 100%
Small-20 I-GWO 81.26 [60.91, 102.37] < 0.0001 1.678 100%
Small-20 HPSOGWO 123.72 [103.50, 147.34] < 0.0001 2.410 100%
Small-20 D-ALNS 332.78 [188.08, 499.71] 0.0010 0.902 70%
Medium-50 GA 1,272.26 [1160.22, 1385.95] < 0.0001 4.741 100%
Medium-50 PSO 361.95 [311.67, 411.38] < 0.0001 3.074 100%
Medium-50 GWO 682.30 [604.85, 770.83] < 0.0001 3.464 100%
Medium-50 I-GWO 808.74 [738.66, 892.07] < 0.0001 4.541 100%
Medium-50 HPSOGWO 731.28 [652.85, 819.02] < 0.0001 3.768 100%
Medium-50 D-ALNS 87.23 [19.03, 178.47] 0.0121 0.460 65%
Large-100 GA 1,916.12 [1652.70, 2183.74] < 0.0001 3.062 100%
Large-100 PSO 528.40 [463.71, 595.78] < 0.0001 3.420 100%
Large-100 GWO 1,098.73 [935.24, 1258.21] < 0.0001 2.874 100%
Large-100 I-GWO 1,248.65 [1096.16, 1405.13] < 0.0001 3.392 100%
Large-100 HPSOGWO 1,169.16 [1006.94, 1339.54] < 0.0001 2.938 100%
Large-100 D-ALNS 78.01 [−0.75, 143.83] 0.0113 0.462 75%

For instance 𝑘, Δ𝐹𝑘 = 𝐹baseline,𝑘 − 𝐹RA-IGWO,𝑘 after averaging five seeds. The percentile-bootstrap CI uses the 20 paired differences,
and paired Cohen’s 𝑑𝑧 = Δ𝐹/𝑠Δ𝐹 , where 𝑠Δ𝐹 is their sample standard deviation. Positive values favor RA-IGWO.

Relative to D-ALNS, RA-IGWO reduces mean fitness by 332.78, 87.23, and 78.01 at the three scales, with sig-
nificant FDR-adjusted signed-rank tests. However, for Large-100, the bootstrap CI [−0.75,143.83] includes zero,
so interval and rank evidence differ, and the large-scale advantage should be interpreted cautiously. D-ALNS
has the highest small-case completion and the fewest large-case crossings. RA-IGWO has fewer crossings at the
other scales and is 2.7-4.9 times faster. Its small-case fitness advantagemainly reflects lower obstacle-intersection
penalties despite lower completion. Therefore, the results indicate that lower default-objective values, not uni-
versal dominance across completion, crossings, and runtime.

Table 14. Matched robustness comparison with the discrete D-ALNS baseline

Setting D-ALNS fitness RA-IGWO fitness D-ALNS comp. RA-IGWO comp. Δ𝐹 FDR 𝑞

Hard, Small-30 879.85 ± 137.47 918.47 ± 145.77 82.7% 82.0% −38.62 < 0.0001

Hard, Medium-50 1,510.12 ± 219.52 1,559.83 ± 215.39 83.6% 83.2% −49.71 < 0.0001
Hard, Large-80 3,321.16 ± 284.78 3,264.90 ± 297.53 65.1% 66.4% 56.26 0.0064
Normalized, Medium-50 11.49 ± 4.54 11.35 ± 5.24 86.2% 86.5% 0.14 0.4524

Δ𝐹 = 𝐹D-ALNS − 𝐹RA-IGWO; positive values favor RA-IGWO. Each row contains 20 independent instances and five seeds per
method and instance.
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Figure 3. Mean fitness over independently generated spatial instances.

Table 14 shows scale-dependent hard-obstacle results: D-ALNS is significantly better for Small-30 andMedium-
50, but RA-IGWO is better for Large-80. Under normalization they are statistically indistinguishable. Thus, RA-
IGWO remains superior to the five population baselines under hard obstacles but not uniformly to the discrete
baseline. Separate medium-scale D-ALNS sensitivity checks vary destroy fraction, reaction factor, and cooling
rate, and none differs significantly from the predeclared configuration after FDR correction. Figure 3 displays
all seven methods across the three multi-instance scales.

4.8 Component ablation
Table 15 uses 20 medium instances and isolates each component. Removing local refinement or accept-only
updates raises fitness by 740.46 and 480.55, respectively, with FDR significance. Greedy initialization has mixed
evidence: 𝑞 = 0.0551, but its bootstrap CI excludes zero. OBL has no significant independent effect (𝑞 = 0.0826),
with a CI containing zero. Removing the quadratic schedule yields a small significant improvement (Δ𝐹 = −23.90,
95%CI [−45.64,−1.44], 𝑞 = 0.0399). Accordingly, it is retained only as the pre-specified exploration policy.

Table 15. Multi-instance leave-one-component-out and elitist-update ablation

Variant Fitness mean ± std Δ𝐹 [95%CI] FDR 𝑞 Completion

Full 1,634.84 ± 262.99 – – 83.7%
Without greedy 1,601.65 ± 258.83 −33.19 [−61.97,−6.21] 0.0551 84.1%
Without OBL 1,620.45 ± 280.45 −14.39 [−46.30,22.90] 0.0826 84.2%
Without quadratic 1,610.94 ± 265.25 −23.90 [−45.64,−1.44] 0.0399 84.0%
Without local 2,375.30 ± 281.44 740.46 [672.94,804.84] < 0.0001 69.7%
Without elitist update 2,115.39 ± 523.32 480.55 [387.45,581.25] < 0.0001 76.4%

Δ𝐹 = 𝐹variant − 𝐹Full. Negative values favor the ablated variant.

The interaction study likewise shows no quadratic-schedule gain: fitness changes from 2,514.06 to 2,539.65
without local refinement and from 1,764.72 to 1,780.56 with it. Accordingly, only local refinement and elitist
acceptance receive clear support; greedy evidence is mixed and OBL is independently non-significant.

4.9 Return-to-base validation
Excluding return travel can overestimate endurance feasibility. Table 16 and Figure 4 therefore compare outbound-
only and return-guaranteed evaluation for all six population methods. RA-IGWO has the lowest mean fitness
and highest completion in both modes, preserving its population-baseline ranking under the more conservative
endurance model.
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Table 16. Outbound-only and return-guaranteed endurance evaluation

Mode Algorithm Fitness mean Completion Crossings

Outbound-only GA 3,164.31 72.1% 1.35
Outbound-only PSO 2,067.72 77.3% 0.25
Outbound-only GWO 2,305.66 71.9% 0.15
Outbound-only I-GWO 2,526.55 70.5% 0.20
Outbound-only HPSOGWO 2,442.39 69.7% 0.25
Outbound-only RA-IGWO 1,686.17 85.8% 0.20

Return-guaranteed GA 3,048.62 72.1% 1.00
Return-guaranteed PSO 2,078.84 78.1% 0.30
Return-guaranteed GWO 2,435.93 72.3% 0.35
Return-guaranteed I-GWO 2,570.15 68.7% 0.25
Return-guaranteed HPSOGWO 2,363.09 70.4% 0.25
Return-guaranteed RA-IGWO 1,659.22 85.9% 0.15

Bold indicates the lowest fitness and the highest completion rate within each endurance mode.
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Figure 4. Effect of adding return-to-base feasibility to the endurance evaluation.

4.10 Visualization, practical relevance, and limitations
Figure 5 shows representative allocations and routes and should be read with the intersection statistics; under
the soft model, crossings are penalized and reported rather than forbidden. The model addresses offline low-
altitude allocation with mixed obstacles, communication degradation, and limited resources [18,19], focusing on
risk-aware ownership, route-prefix feasibility, and unified-NFE evaluation rather than communication-centric
power allocation.

Future work will consider dynamically changingmaps, online replanning, adaptive learning of objective weights,
and comprehensive automatic tuning under equal budgets.

5. CONCLUSIONS

This paper proposed RA-IGWO for risk-aware heterogeneous MUTA under coupled spatial, communication,
payload, endurance, and time-window constraints. The framework combines partial-completion evaluation
with decoded-space refinement and a unified fitness-evaluation budget. Multi-instance results show robust
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advantages over population-based baselines across decoder choices, obstacle treatments, and objective-weight
settings, while comparisons with D-ALNS reveal scale- and constraint-dependent performance rather than uni-
versal superiority. Ablation results identify decoded-space local refinement and accept-only-improved updates
as the main supported contributors; greedy initialization and OBL show weak or mixed independent effects,
whereas the quadratic schedule is not supported as a performance-enhancing component. Future work will ad-
dress adaptive scheduling, systematic parameter tuning, dynamic replanning, and adaptivemulti-criteria weight-
ing.
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